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I study programming languages through the lens of type theory, a logical framework for computer
programs and mathematical proofs. Type theory lies at the core of type systems in modern programming
languages, which rule out many kinds of runtime errors by coarsely approximating program behavior at
compile-time. These errors range from simply passing arguments of the wrong type, to dereferencing null
pointers (caught by option types), and even use-after-free bugs (caught by Rust’s ownership discipline).

My research interests are in dependent type theories, the logics that many proof assistants (such as Agda,
Coq, Lean, and Nuprl) use to formally verify mathematical proofs and software. Dependent types allow
programmers to fully capture the intended behavior of a function in its type signature—for instance, that a
sorting algorithm outputs a sorted permutation of its input. On a larger scale, dependently-typed proof
assistants have machine-checked the correctness of a growing number of real-world software systems,
including compilers, operating system kernels, file systems, and smart contracts.

My focus is on applications of homotopy type theory, an interdisciplinary area devoted to surprising
connections between dependent types and abstract homotopy theory that have emerged over the past 15
years. My Ph.D. and postdoctoral work in this area have been supported by MURI grants from the Air
Force Office of Scientific Research, under the umbrella of Information Assurance and Cybersecurity.

I aim to make fundamental advances in type theory that enable practical advances in its expressivity and
ease of use. To that end, I investigate connections between programming languages, mathematics, and logic,
with a focus on the mathematical structure of programs and the computational content of mathematics. My
research has already led to improvements in proof assistant technology and the study of dependent type
theory itself, and has appeared at POPL [AHW17; Ang+21b; FAM23], LICS [SA21], and ICFP [Ang+14]. In
the remainder of this statement, I outline several current and future strands of my research program; in
each case, the interplay between computation and mathematics plays a central role.

Cartesian cubical type theory My dissertation work concerns the computational meaning of the
univalence axiom of homotopy type theory. Proposed by the late Fields medalist Vladimir Voevodsky,
univalence asserts that isomorphic types are always interchangeable. In some sense, univalence simply
expresses that isomorphic objects must share the same logical properties. But univalence also causes type-
theoretic equality to mimic the higher-dimensional path structure of topological spaces; when paired with
higher inductive types, an extension of data types mimicking topological spaces themselves, mathematicians
can naturally express homotopy-theoretic proofs inside type theory and thence inside proof assistants.

Unfortunately, unlike the rest of dependent type theory, univalence and higher inductive types lack any
inherent meaning as functional programs, making them suitable only for mathematics, not computation.
Worse yet, proof assistants rely on symbolic execution to discharge routine proof obligations, so an inability
to compute with univalence hinders mathematical developments as well.

My Ph.D. dissertation introduces Cartesian cubical type theory, a variation of homotopy type theory
in which univalence is a functional program, using the idea of maintaining equality proofs at runtime in
configurations that resemble n-dimensional hypercubes. My dissertation work has appeared in POPL
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[AHW17], CSL [AFH18], and MSCS [Ang+21a], and received the Distinguished Dissertation Award from
Carnegie Mellon’s School of Computer Science. In POPL 2019, my collaborators Evan Cavallo and Robert
Harper subsequently extended my results to support higher inductive types.

Putting theory into practice, my colleagues and I have built several prototype proof assistants based
on Cartesian cubical type theory: RedPRL [Ang+18], redtt, and cooltt.! In addition, the popular proof
assistant Agda now supports a closely-related cubical type theory developed by Cohen, Coquand, Huber,
and Mortberg. Although these implementations are still new and experimental, researchers outside of
homotopy type theory have already adopted Cubical Agda in a variety of applications, including labeled
transition systems, weighted search, and ordinal arithmetic.?

Verifying functional programs with univalence In parallel with my work on Cartesian cubical type
theory, I have actively pursued applications of homotopy type theory to formal verification. One of the first
applications in this domain was my work on homotopical patch theory [Ang+14; Ang+16], which formally
specifies simple version control systems as higher inductive types that encode sets of repository states,
patches between these states, and equations between these patches; operations on patches, such as merging
and squashing, are defined directly on this specification.

Inspired by the category-theoretic technique of functorial semantics, we obtain implementations of
these abstract specifications as functions into a univalent universe of types. These functions implement
each abstract repository as a concrete type, each abstract patch as a concrete function, and are guaranteed
to satisfy the stipulated laws, including automatically inheriting the abstract merge and squash operations.

More recently, I have developed techniques for internalizing representation independence theorems using
univalence [Ang+21b]. Representation independence is one of the central insights of programming language
theory—two different implementations of an abstract interface can be exchanged freely without affecting
client code, provided they have equivalent input/output behavior. These theorems are usually external to
type systems, but in a dependently-typed language, internal representation independence can provide a
modular way to verify data structures: prove that a complex data structure agrees extensionally with a
correct-by-construction implementation of the same interface, and conclude that the two implementations
satisfy all the same properties—including correctness!

The univalence axiom of homotopy type theory implies that isomorphic data structures satisfy the same
properties, but unfortunately most instances of representation independence are not isomorphisms. Instead,
Iisolated a class of correspondences between data structures that can be improved into isomorphisms by
using higher inductive types to quotient both structures; then, by univalence, we can transfer properties
between the resulting data structures as desired. These results were all formalized in Cubical Agda.

I strongly believe that we have only just begun to reap the benefits of homotopy type theory in formal
verification, and I plan to continue this line of inquiry as a faculty member.

Improving the theory behind proof assistants Just as new abstractions in programming languages
can streamline coding, innovations in dependent type theory can simplify formal verification for experts
and newcomers alike. In addition to my work on homotopy type theory, I have developed other theoretical
improvements to dependent type theory that address common pain points in proof assistants.

In mathematical logic, Russell’s paradox states that there can be no set containing all sets (including
itself). Type theory circumvents this paradox by stratifying types into a hierarchy of type universes: a “large”
type containing all small types, a “huge” type containing all “large” types, etc. To avoid code duplication,

1 Available on GitHub and at https://redprl.org.
$Jon Sterling maintains a public list of papers and dissertations about cubical type theory.
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many proof assistants allow users to write universe polymorphic proofs that are generic in the size of a type
universe, but these facilities are often syntactically heavy and challenging to use. My collaborators and
I recently developed a lightweight technique for universe polymorphism that is provably as general as
existing methods, along with an OCaml library for implementing our scheme in proof assistants [FAM23].

Although computing with univalence was the prime motivation behind Cartesian cubical type theory,
we found that our hypercubical representation of equality improves upon standard type-theoretic equality
in several respects, even in the absence of univalence. Following that insight, I co-developed XTT [SAG19;
SAG22], a general-purpose cubical type theory that omits univalence and higher inductive types; XTT
received the Best Paper Award by Junior Researchers at FSCD.

Logical relations and gluing The technique of logical relations is a standard method for proving the
soundness of type systems by interpreting types as logical invariants of programs. In the past few years, a
number of researchers (including myself and collaborators) have developed new and simpler soundness
proofs for dependent types based on a tool from category theory called Artin gluing; my XTT paper described
above is among the first such results to use gluing. The basic idea is to organize dependent type theories
into mathematical objects, and view logical relations arguments as standard mathematical constructions
over these objects, allowing us to replace ad hoc definitions with known theorems.

More recently, Jon Sterling and I proved a normalization theorem for Cartesian cubical type theory
[SA21] using a further refinement of gluing. Normalization theorems imply the soundness and completeness
of the symbolic execution algorithms found in proof assistant kernels, and our theorem is essential to the
correctness of the redtt, cooltt, and Cubical Agda proof assistants for cubical type theory, all of which
rely on symbolic execution algorithms for dependent type theory known as normalization by evaluation.
Normalization for cubical type theory is an important milestone for gluing techniques, because the result
was widely regarded as too complex to prove by a standard logical relations argument. I am optimistic that
gluing will continue to revolutionize soundness proofs for type systems, especially dependent type systems,
and am excited to continue my work on refining our mathematical understanding of type theory.

Toward mainstream languages Type systems have gained mainstream acceptance because they catch
a large class of bugs at a low cost to programmers; formal verification eliminates many more bugs, but at
too high a cost for most applications. I believe that dependent types are a promising way to incorporate
formal specification into mainstream functional programming languages, but that they are currently
too challenging for non-experts to use. Some difficulties can be addressed by further engineering and
user interface design, but there are theoretical issues as well: dependent types tightly couple programs,
specifications, and correctness proofs, making the type-checker sensitive to small and even distant edits.
My long-term vision is to develop type-theoretic techniques for decoupling the logical and algorithmic
content of programs, with the goal of making rich type systems more robust and user-friendly. My work
on patch theory, representation independence, and XTT shows that homotopy type theory has immediate
potential to improve proof assistants in this regard; over time, I believe these and other mathematical
innovations will help us build better formal verification tools into mainstream programming languages.
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