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As the complexity of analysis methods continues to increase, the importance of explainability
and transparency does as well. Analysts use these methods for a wide range of real world tasks -
from data exploration to decision making. However, methods often lack proper tools to explain
how they achieve results, which can lead to incorrect conclusions and cause real-world harm.
My research focuses on enabling explainability in data analysis and facilitating human-in-the-
loop interactions for knowledge injection into analysis methods. My past work centers around
explainability at two opposing granularities: analysis specific methods, specifically for dimension
reductions, and methods for general analysis scripts.

Interpretability and Interactivity in Dimension Reductions [2, 4] Dimension reductions
(DRs) are popular for organizing collections of data into a visual summary but are notorious for
their lack of interpretability. They often produce nice images, but typically provide no means
for explaining why they reached the final organization. As a result, people have no means for
interpreting the 2D organization, aside from manual inspection and comparison of data points.
Additionally, even if the analyst manages to interpret the DR, they often have prior knowledge
of the domain and there is no guarantee that the DR will organize the data in a way that
respects this knowledge. My work with DRs centers around two distinct questions: how can we
re-introduce context from the underlying data back into DR’s and how can we enable
people to interactively inject their knowledge into DR methods?
To address the first question,
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generated using the derivative of

projected points with respect to the underlying attributes and give an idea for which data features
are most impactful for positioning the 2D point. However, DimReader only works on data with
interpretable data attributes, i.e. tabular data. For more complex data types, such as images and
text where attributes are pixels or deep learning features, DimReader’s axis lines subsequently
have no inherent meaning. Additionally, DimReader shows attributes one at a time, re-introducing
the problem of high dimensionality.

To add support for image data as well as address the second question, we developed an
interactive, explainable projection method specifically for images [4], shown in Figure 2. Our
method allows people to directly organize a subset of images in the DR space to define relationships
and convey knowledge. The DR then learns this information and updates the 2D plot accordingly.
Additionally, it provides image-wise explanations in the form of saliency maps to illustrate
the image features most important for placing that particular image. This method creates a
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bi-directional conversation between the human and the DR that allows both parties to explain
their reasoning and facilitates greater interpretability. We also explored interactive projections of
text [1] but still need to design methods for explainability to facilitate a conversation.

Understandability in General
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box analysis methods straight off the
shelf, many explainability methods
do not directly apply. Their primary
tool for inspecting analysis scripts
are traditional debugging techniques.
However, their tasks are not those
of traditional debugging where they
have a specific error they aim to cor-
rect, but take on a more exploratory
nature where they want to explore
different analysis settings, such as different algorithms or sets of parameters. As such, traditional
program debugging methods do not directly support data analysts in understanding their scripts.
Often, looking at the global progressions of values rather than serially inspecting individual
instances provide more meaningful insights into script behaviors. My work aims to address
the following question: how can we automatically collect and present script values to
support data scientists in understanding their scripts?

To address this question, I designed Anteater - a trace-based visual debugging method for
analysis scripts [3]. Anteater, shown in Figure 3, automatically traces scripts, in both standalone
Python as well as Jupyter notebooks, organizes the data, and generates appropriate visualizations
of the execution structure and intermediate values. Doing so allows analysts to look at the evolution
of values, rather than static instances, to understand long-term behaviors that contribute to the
final results. This work serves as a first step towards enabling understandability via visualization
in a general setting.
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Figure 2: Interactions to explore maturity level in edamame
pod images. (a), shows user manipulations based on ma-
turity level. (b) shows the updated projection while (c)
shows the ground truth maturity level. (d) - (f) shows the
explanations of important image features.

Future Vision: I believe that, to fully enable understanding in analysis methods, we need to
create methods that facilitate bi-directional explanations between the human and the machine. It
is not enough for the machine to explain itself to the human, but the human also needs the means
to correct the knowledge of the machine based on their real-world expertise and the constraints
of their task. As a result, we need to address two broad questions: 1) How do we create
automatic explanations for analysis methods that do not present an additional wealth
of information to interpret?, and 2) How do we enable human feedback, at varying
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In the short term, I will continue to work at this granularity with dimension reductions.
I have multiple ongoing projects with students in this area. First, we are exploring how to
provide context from underlying concepts in interactive projections of text to explain
the projection space. Additionally, we are exploring how to create interactive explanations
that provide context in terms of underlying data attributes without overburdening
people with information. Recall that DimReader provided explanations one attribute at a
time, effectively re-introducing some of the dimensionality that the DR aimed to reduce. This is
not very effective in a real world, high-dimensional setting. As such, we must find better ways to
create concise explanations without requiring the manual inspection of each individual attribute.

Moving forward, we will also explore how to enable finer grained feedback into in-
teractive DRs to provide more specific or corrective feedback to the machine. For
example, if the machine learns unintended or incorrect information from the coarse grained
feedback (i.e. from defining pairwise similarities), the human needs the tools to provide more
specific, data-based feedback. This may require adjusting the attention given to specific features,
such as specific words in texts or specific groups of pixels in images. Complementary to this, is
improving the machine’s method for learning feedback. Our current approach for images, projects
image features extracted from a neural network and weights the extracted feature space to match
the pairwise relationships defined in the 2D space. We have ongoing work exploring how to
incorporate feedback directly into the neural network representation of the image,
rather than weighting the feature space in the projection.

Figure 3: An overview of Anteater in Jupyter.
(A) shows an example notebook where an analyst
ran the same gradient descent cells under four
different training rates, highlighting the annota-
tions needed to run Anteater. (b) shows a close
up of the two types of trace visualization with
an example interaction.
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Taking a step back, rather than focusing on specific analysis methods, I want to explore how
we can create a general framework of explainability that can then be applied to
various analysis methods. This may be a gradient based approach, similar to DimReader,
where we enable automatic explanations that illustrate the impact of data attributes on final
results via gradient inspection. Because automatic differentiation, the method used by DimReader
to calculate gradients, is built into Al libraries such as Torch and Tensorflow, we could apply the
general framework to a broader range of analyses. This is but one possible approach to a more
general framework for explainability that encompasses a broader class of programs.

At a coarse granularity, I'd like to explore how to automatically generate explanations
of script behaviors (e.g. results) from execution information and intermediate values.
Rather than using a system like Anteater that, while automatically collecting and presenting
values, still requires manual exploration to find values of interest and create explanations, exploring
how to create a system that makes automatic suggestions for understanding particular parts
of a script. This could be done in a variety of ways such as programmatically analyzing plots
of the data, applying programming languages methods for measuring sensitivity to specific
values, or by training a machine learning model to identify interesting behaviors and values. The
subsequent challenge then, is how how can we enable “human-in-the-loop debugging”
using automatically generated explanations to better facilitate analyst understanding
in their scripts? How can we model user behavior and facilitate meaningful feedback that
enables better explanations of script behaviors. Again, it will be greatly important to collaborate
with data scientists to understand their needs for engaging with and understanding their workflows
and how we can incorporate these automatic explanations directly into their workflows.

With human-in-the-loop methods, come additional usability and human factors questions that
we must consider. First, enabling more fine grained feedback will require more complex interactions,
such as inspecting keywords in between pairs or sets of documents and ranking them by relevance
and thus will likely come at a cost of manual overhead for the human and computational overhead
for the machine. Thus, we must explore how to strike a maintainable balance between
granularity of human feedback and feasibility of manual and computational overhead.
In addition, we must consider the potential impact of human-in-the-loop methods on human
perception of results. For example, when interactive feedback fails to accurately capture and
apply human intent, humans may still trust the results because they believe their knowledge
to be properly incorporated. Thus, we also must explore the question: how do feedback
interactions affect people’s trust in results? Specifically, do people inherently trust the
results produced after interaction, even in the cases of bad results? Does the granularity of
feedback impact people’s trust in results? Does incorporating explainability methods mitigate
the problem of undue trust (assuming it exists)? Furthermore, we need to explore bias related
questions such as how can we mitigate the injection of bias into analyses via human
feedback? Human knowledge injection can help correct inadvertent machine bias, but at the
same time could facilitate injecting human bias in various forms, from discriminatory behaviors
to steering models towards desired results that may not directly align with the data. Studying
the balance between analysts mitigating machine bias and injecting their own bias and providing
the tools for users to understand biases is imperative for creating effective interactive analysis
methods that support analysts without mis-guiding them and creating undue trust in results.
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