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The task of dealing with errors in programs has been an important research question for several
decades, and it has played an even more critical role in our daily lives recently. Errors in critical
systems need to be prevented at all costs in the first place since errors cause system downtime or severe
security leaks. Any post-mortem error handling or diagnosis will be too late to stop the damage. Errors
during collaborative software development happen too frequently in the modern software industry, and
the appearances of errors can delay the entire development process significantly. Since the demand for
skilled programmers is so high, millions of programmers hone their skills on online platforms such as
Codeforces or Leetcode. Because of this, the task of giving automated feedback to programmers who
make mistakes has become a popular research area in programming education.

In my research, I aim to detect and repair critical real-world errors in programs. In particular, I am
interested in high-impact errors that cause a large amount of money losses, are notoriously expensive for
programmers to repair, and affect millions of users. My research methodology is to identify important
real-world problems, to derive insights from the gap between the root cause of the errors and the
inadequacies of existing solutions, and finally to design proper tools to tackle the problems effectively.
To achieve this, I combine the usage of a variety of techniques from program analysis, formal methods,
machine learning, and large language models.

I have designed, developed and evaluated the following tools: a software configuration verification
system (ConfigX [5]), a framework for early detection of Continuous Integration (CI) build failures
(VeriCI [1]), a merge conflict resolving framework (Gmerge [4]), a framework for repairing student’s
intro-level incorrect programs in classroom settings (MMAPR [2]), and a framework for automatically
repairing challenging, competitive-level programs (Clef [3]). I have collaborated with researchers from
different fields, including programming languages, software engineering, machine learning, verification,
systems, and security. In addition, my tool development delivers practical impact. For example, errors
detected by ConfigX have been confirmed and resolved by the original system developers, Clef is on its
path to commercialization, and Gmerge is under productization in Microsoft Edge.

Detecting Silent Misconfigurations in Systems

Software misconfigurations today are one of the most common causes of service failures. For example,
almost all the mainstream cloud providers, including Amazon, Google, and Microsoft, have lost mil-
lions of dollars in outages resulting from misconfigurations. Silent misconfigurations are prohibitively
expensive to detect since they rarely result in an error message or a system exception. State-of-the-art
misconfiguration detection tools either run a post-mortem misconfiguration diagnosis or use machine
learning techniques to learn the relation of configurations from a large number of existing configuration
files. The former technique acts too late since the damage has already happened. The drawback of the
latter techniques is the inevitability of false positives and negatives, which makes them too risky for
critical systems.

I tackle this problem from a novel verification-based angle. ConfigX [5] is the first framework for
automatically deriving the specification of a configuration file through program analysis. Inspired by
the fact that users set parameters in the configuration file to dictate which part of the system code is
executed, ConfigX operates on the system program as a whole but focuses on analyzing the complex
interactions between multiple configuration parameters and the code affected by them. I designed custom
control-flow and data-flow analyses to derive a configuration file’s specification. To counteract the
imprecision introduced in the initial static analysis stage, we conduct a reachability analysis to eliminate
spurious rules to reduce false positives. I evaluated ConfigX on five real-world datasets across three
widely-used systems, Apache, vsftpd, and PostgreSQL, and ConfigX detected more than 2200 silent
misconfigurations. I evaluated ConfigX further on misconfigurations reported on user forums by real-
world users. I shared ConfigX’s suggested repairs for the misconfigurations with the users who posted
the problems originally, and they accepted the repairs and confirmed their correctness.



AI for Errors in Collaborative Software Developing Environment

Merge Conflicts. Merge conflicts are common in day-to-day software development. Due to the in-
creasingly collaborative environment in the development of complex modern software, the average cost
of repairing a merge conflict in a large project is becoming exorbitantly expensive. In the worst case,
development degenerates into merge mania, where programmers spend more time resolving merge con-
flicts than developing new software features. The task of saving developers time by repairing merge
conflicts automatically is a lucrative and challenging problem. Recent research has made great progress
through program analysis, synthesis and machine learning, but these approaches are limited to specific
types of merge conflicts, have scalability issues, or require too much engineering effort relative to the
compromises they make in terms of accuracy. None of the prior work has been practical or sufficiently
general for large-scale deployment.

I designed, developed and evaluated Gmerge, the first practical tool for automatically repairing merge
conflicts. Gmerge leverages k-shot learning with pre-trained language models such as GPT-3, so it is
scalable, fully automated, and language-agnostic. GPT-3 is not designed for software engineering, so to
use GPT-3 successfully, I addressed two main challenges: data curation and prompt engineering. The
data curation process uses program analysis to perform automatic extraction of source code changes
related to merge conflicts among thousands of commits. The prompt engineering process translates
the data into input consumable by GPT-3 by using string pattern analysis. I evaluated Gmerge on
semantic merge conflicts in Microsoft Edge. We count a real developer’s repair of a merge conflict as
the ground truth, and the accuracy of a merge conflict repair tool is the frequency with which it makes
repairs identical to the ground truth. Gmerge achieved an overall accuracy of 64.6%, which is a huge
improvement over the existing tool’s 39.1% accuracy. In addition, Gmerge demonstrates that language
models have the potential to be useful for software engineering since it provides cost-effective solutions
with promising results. Currently, Gmerge is being productized in Microsoft Edge development.

Continuous Integration (CI). Incorrect build configuration settings lead to CI build failures, which
can take hours to run, wasting valuable developer time and delaying product release dates. Debugging CI
configurations requires developers to read lengthy, cryptic logs, which is a slow and error-prone process.
In addition, prevention is always better than diagnosis. I present VeriCI [1], the first tool for predicting
the build failures and reporting root causes of failures at the source code level. The key insight behind
VeriCI is its use of the CI commit history as a labelled training set, along with decision trees to learn
a specification of the CI behavior. The specification is encoded as a set of constraints on configuration
values and is used to check future commits for potential build errors. I evaluated VeriCI on real-world
data from GitHub, and it achieved 91% accuracy for predicting build failures and correctly identified
the root cause 75% of the time.

Cascading Decision Trees: A New Classification Model. In VeriCI, the specification of the CI
behavior is represented as a classic decision tree. However, due to the complexity of CI, decision trees
tend to have excessively deep decision paths. Long decision paths often cause overfitting problems and
make models difficult to interpret. I propose a new tree model called Cascading Decision Trees [6] to
address this problem. The key insight behind Cascading Decision Trees is the separation of decision
paths from explanation paths. Our experiments show that Cascading Decision Trees generalize further
as an independent supervised machine learning method. Using the data from UCI Machine Learning
Repository, Cascading Decision Trees generate on average 63.38% shorter explanation paths than classic
decision trees, avoiding overfitting and thus achieve higher accuracy.

Automated Feedback Generation for Programs in CS Education

Competitive-Level Code, Clef [3]. Competitive programming is extremely popular. Codeforces, the
largest online platform for competitive programming, has accumulated over 174 million user submissions.
Currently, the biggest pain point that programmers experienced in programming practice is the lack of
helpful feedback for incorrect submissions. Standard feedback includes only the first faulty test case,
which is inadequate for helping programmers to understand and correct their mistakes. We surveyed
Codeforces and found that 52.2% of incorrect submissions had no correct follow-up submission. It is
discouraging to see programmers make an initial effort to solve a problem but abandon it after several
failed attempts. Since tens of millions of submissions are made to Codeforces every year, the task of



giving competitive programmers better feedback to assist in their learning process is one of the largest
problems in CS education.

Providing programmers with proper feedback is a very challenging problem. First, manual peer
feedback is too costly to scale to the demands of competitive programming. Second, existing automated
program repair (APR) techniques fail on competitive-level code. This is because evaluation suites for
competition-level problems perform rigorous checks on execution time and memory consumption. Any
timeout or excessive memory usage causes the suite to mark a submission as incorrect even if the
program behaves perfectly in terms of functional correctness. The fault localization approaches in
existing automated program repair techniques cannot deal with inefficient programs that behave perfectly
in terms of functional correctness because they do not view inefficiency as a bug.

I design Clef, a tool that automatically generates a repaired program as feedback for a user’s incorrect
submission. Clef learns wisdom from the crowd; it learns how to generate repairs for incorrect
submissions by examining the repairs that other programmers made to their submissions over time.
Since the differences between an incorrect program and a correct program for the same task may be
significant, I introduce a new data structure, merge trees, to encode both large algorithm-level redesigns
and small statement-level alterations between submissions. Merge trees are versatile: unlike earlier data-
driven tools, Clef can repair incorrect programs whose control flow has no matches among the correct
programs in its database. I evaluate Clef on thousands of real-world submissions from Codeforces.
Clef achieves 42.1% accuracy in repairing programmers’ incorrect submissions. When given incorrect
submissions from programmers who never found the solution to a problem on their own, Clef repairs the
users’ programs 34.1% of the time.

Intro-Level Code, MMAPR [2]. The major limitation that prevents current automated feedback
generation tools from being deployed for a real-world classroom setting is their limited usability. For an
example of a situation that existing tools fail to handle, it is not uncommon for incorrect submissions for
intro-level problems to contain both syntax errors and semantic errors. However, existing solutions are
tailored to focus exclusively on either syntactic repairs or semantic repairs rather than handling both.

I designed and developed MMAPR, the first unified syntactic and semantic repair engine for intro-
ductory Python programming assignments. MMAPR uses the same underlying large language model
(Codex) to repair both syntactic and semantic mistakes but with a different design focus for prompt
engineering. For syntax errors, MMAPR uses compiler messages and program chunking to guide Codex’s
attention to specific error locations. To repair semantic errors, the existing submissions in the database
are selected as training shots based on their test case execution results. I evaluate MMAPR on a dataset
of 286 real student Python programs drawn from an introductory Python programming course at a
university in India. I compare MMAPR’s performance to a baseline produced by combining a state-
of-the-art syntax repair engine (BIFI) and a state-of-the-art semantic repair engine (Refactory). The
results show that MMAPR can outperform the baseline, even without few-shot learning. In addition,
on average, MMAPR’s patches are closer than the baseline’s patches.

Future Work
Detecting and repairing crucial errors is my research focus for the coming five years. To show how I
will achieve this goal, I will outline my future directions, including repairing non-functional properties
in programs, designing tools to improve system reliability, and providing better feedback for students’
programming assignments.

Repairing Non-functional Properties in Programs. Although ample work has been done on
reasoning about program correctness in terms of both syntax and semantics, there has been little focus
on the non-functional properties of programs. Non-functional bugs are harmful because they exhaust
resources such as time and memory. In addition, non-functional errors are challenging for users to
troubleshoot and repair. Compilers and debuggers exist to help users with functional bugs, but users
have little tool support when non-functional errors happen. I aim to design a series of tools for users to
localize, troubleshoot and repair non-functional errors.

I believe this is an exciting direction. Some recent work shows promise, including my work Clef [3],
and previous work on early exiting unnecessary loops. I plan to combine my expertise in program
analysis and machine learning to detect, diagnose and repair non-functional bugs. Possible directions
are 1) using lightweight program analysis techniques to analyze metrics such as cyclomatic complexity,
2) examining program run-time traces and using them to gather information for bug localization, and



3) learning program performance-related invariants by clustering and analyzing correct programs.
Non-functional errors exist in general-purpose programs. I plan to choose competitive programming

as the first test bed for solutions to the problem because test suites for competitive-level problems enforce
rigorous limits. In addition to just showing the repaired programs to users, providing interpretable error
messages for non-functional errors is my other focus. Cryptic or even misleading messages harm the user
experience. If the heavy-weight program analysis needs to be done at the lower level, I plan to elevate
and report error messages at the source code level to make them easier for end users to understand and
fix their programs. This research direction not only provides new challenges in programming languages
and software engineering but also requires close collaboration with systems and machine learning.

System Reliability. Misconfigurations impair system reliability significantly. In particular, miscon-
figurations that are caused by configuration updates are extremely challenging and expensive for users
to prevent, detect and repair. State-of-the-art misconfiguration detection systems can proactively check
a system’s (static) configuration before its deployment, but they are incapable of checking dynamic
configuration (configuration updates). First, their checking speeds are too slow for frequent configura-
tion updates. Second, some system misbehaviors caused by misconfiguration only appear during system
runtime and are not even visible when the system starts.

My new goal is to develop tools to keep systems correct and safe during the configuration updates.
For example, it is possible for a system’s inner variable values to change during configuration updates.
However, users have no direct way to change the value of the system’s inner variables. Instead, they
are only allowed to change configuration-related variables. Thus, finding a way to roll back safely to
the previous stable state during system runtime is crucial. I am interested in 1) separating the affected
“delta” system code during updates and analyzing only these sections of the code base to reason efficiently
about configuration updates in real time, and 2) mining invariants during system runtime and warning
users before they apply configuration updates to prevent catastrophic failures.

CS Education. Clef attracted interest from professors at the ASE conference who hoped to deploy the
tool in their classrooms, encouraging me to design and develop more tools that support CS education.
Providing a whole repaired program is just my first step, and I want to further develop and design
tools to teach students how to repair their programs incrementally. Promising directions for future work
include 1) providing next-step hints that gradually guide the student to a correct solution, 2) highlighting
suspicious code snippets in incorrect submissions, including data structures and statements, 3) providing
feedback in natural language, and 4) keeping the general skeleton of the repaired program visible and
letting students fill in the code in changed sections. This series of research cannot succeed without input
from students and collaborations with HCI researchers. Student input is difficult for industry researchers
to obtain, so a researcher doing this work at a university would have a unique advantage.
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