
Research Statement

1 Recent Research Overview
Since joining Illinois Tech, I am advised by the Professor Yuan Hong who is specialized in security, privacy and
data science. Specifically, I work on both fundamental security and privacy research (e.g., secure computation, and
differential privacy), as well as addressing security and privacy problems in machine learning, and cyber-physical
systems. During my Ph.D., I has published 9 peer-reviewed papers. Most of them appear in the highly-selective
conferences and journals, including

• 4 top security and privacy conferences and journals: CCS’22, Oakland’22, TDSC’21, PETS’20
• 5 top AI, database, and system conferences and journals: KDD’22, ICDE’22, TKDE’21, EDBT’20, ICDCS’20
Moreover, I have 2 other papers under review at the top security conference. These publications recognizes my

current and potential contributions to both cybersecurity and data science.

1.1 Differential Privacy
Recently, differential privacy (DP) is a widely used technique that protect the privacy against adversaries who possess
arbitrary background knowledge. Thus, it has received significant interests in both academia and industry (e.g., local
differential privacy has been used by Google Chrome, Microsoft OS, and iOS). It can quantify the risks by ensuring
rigorous privacy guarantees.

In the past four years, I have proposed novel DP techniques for sanitizing video data and trajectory data, as
well as fundamentally improving the utility for DP data analysis (such as statistical queries). Specifically, to my
best knowledge, I have proposed the first two differentially private mechanisms for sanitizing video data. One work
proposed a differentially private video analytics platform (VideoDP) which flexibly supports different video analyses
with rigorous privacy guarantee. Different from traditional noise injection based differentially private mechanisms,
given the input video, VideoDP randomly generates a utility-driven private video in which adding or removing
any sensitive visual element (e.g., human, object) does not significantly affect the output video. Another work
defined a novel privacy notion ϵ-Object Indistinguishability for all the predefined sensitive objects (e.g., humans and
vehicles) in the video, and then proposed a video sanitization technique VERRO that randomly generates utility-
driven synthetic videos with indistinguishable objects.

For the privacy of trajectory data, I have proposed a novel local differential privacy mechanism that considers
the input distance to significantly boost the utility of location-based service (CCS’22). Specifically, I designed a
novel randomization mechanism “Staircase Randomized Response” (SRR) and extended the empirical estimation to
significantly boost the utility for SRR in different LBS applications (e.g., traffic density estimation, and k-nearest
neighbors). I also have proposed a novel differentially private technique for sanitizing the high-dimensional vehicle
trajectories (TDSC’19). This technique involved three phases of differentially private sampling, which sequentially
generate all the three categories of data – position, moving, and timestamps.

Finally, there are other two work that proposed novel differentially private mechanisms to significantly boost
the utility of infinite streaming data (e.g., IP data) and anomaly detection with smooth sensitivity. Such two works
are currently under review at Oakland’23 and PETS’23, respectively.

1.2 Machine Learning (ML) privacy and security
I have worked on two different research streams related to this area: (1) privately analyzing data with pre-trainedML
models (the privacy preserving techniques can be designed via “Differential Privacy” ), (2) proposing novel adversarial
attacks to compromise the security of the ML models or AI systems. Specifically,

(1) ML for Privacy. I have proposed the first model-agnostic differentially private topic mining model which
accurately extracts topics from text data (e.g., emails, and Amazon reviews) with strong privacy guarantees. It can
also be exteneded to other machine learningmodels which generate matrix outpus. The proposed differential privacy
mechanism greatly outperforms the Laplace with global sensitivity and Matrix-valued Gaussian mechanisms. This
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paper is recently published in KDD’22.
(2) ML Security Attack. I have investigated the security vulnerabilities in theMLmodels and AI systems in the

collaborative work. First, I have identified that the current DNN models for video analytics (e.g., action recognition,
and visual anomaly detection) are highly vulnerable to human-imperceptible adversarial perturbations. Then, I
proposed universal 3-dimensional perturbations that can subvert a variety of video recognition systems based on
different DNN models (e.g., C3D, I3D, TSN, DN and LRCN) in the blackbox setting – the attackers do not necessarily
know the model structure and parameters of the target DNN. I have conducted extensive experiments to validate
the effectiveness of such attack, which relies on the high transferability (learning the attack from a local surrogate
DNN model to attack unknown target DNN models). This work is recently accepted to Oakland’22.

Finally, I am currently working on the efficient privacy-preserving deep learning model to protect the privacy
of training data. The work will be submitted to CCS’23 very soon.

1.3 Secure Computation and Applied Cryptography
I have designed and implemented novel cryptographic systems to mitigate the privacy and security risks in different
domains, e.g., multi-agent systems (smart grid) and data outsourcing.

Specifically, I focus on two different types of cryptographic systems. First, I have designed and implemented
efficient protocols that compose cryptographic primitives (e.g., homomorphic encryption, fully homomorphic en-
cryption, garbled circuits, oblivious transfer) to ensure security/privacy for the peer-to-peer energy trading and
auction (ICDCS’21), and energy sharing (ICASSP’18). Second, I have addressed the well-known inference attacks
on the property-preserving encryption (e.g., prefix-preserving) in data outsourcing. The proposed data outsourcing
schemes (by revising the prefix-preserving encryption) have significantly mitigated the privacy risks for outsourcing
the network traffic, location data, market basket data, and genomic data (ICDE’22 and TKDE’21).

2 Future Research Plan

2.1 Future Research Projects
In the future, I will keep doing the research in security, privacy, data science, and their intersections.

(1) ML Security Defense/Robustness. Nowadays, differential privacy is widely applied to solve the privacy
security problem of deep learning training data, and it has a certain defense effect against membership inference
attacks for the training dataset. Moreover, differential privacy is also used to different layers of DNN models to
propose defensemethods against the state-of-the-art adversarial perturbations of the DNNmodels, which guarantees
the robustness of models. Thus, we can investigate the relationship between defense/robustness of deep learning
and differential privacy. An optimal and universal smooth classifier that fine-tunes the noise can be developed to
universally defend against different attacks (e.g., adversarial examples, backdoor attacks). The classification result
can be theoretically proven to be correct against such attacks. The noise for enhancing the security and robustness
is generated by an optimally derived probability density function. This proposal can be potentially submitted to
National Science Foundation (NSF) SaTC.

(2) Security and Privacy for Biomedical Data. Biomedical data is always analyzed to understand how living
systems function. For instance, biomedical data science can develop new analysis technologies with machine learn-
ing in order to predict the disease and provide the disease diagnosis at lower costs. I have published several papers
to protect the security and privacy for videos (e.g., Oakland’22, EDBT’20, and PETS’20). Thus, we can extend it to
the area of medical image privacy.

First, as we know, some additive noise may be generated by the respiratory and body movements of patients in
the medical images (e.g., MR images). These noise may be Gaussian, Rician, and Speckle noise. It is highly possible
for radiologists to misdiagnose these medical images with additive noises. With the fact that the prediction and
diagnosis result should be more accurate if these medical images are more “clean”, we would like to pre-process
these images and eliminate the noise before diagnosing these images with deep learning models. However, the
traditional methods to pre-process the noise still need a lot of human work to identify and exclude such poor images
prior to any algorithmic analysis. Thus, we can propose a smooth classifier that can predict the noised medical image
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correctly. In the concept of certified robustness against adversarial examples (noisy image for misclassification), we
can also add the noise into the classifier and use the smoothed classifier to do the prediction. The smoothed classifier
outputs the statistic prediction probability of the input over the noises and guarantees the prediction accuracy with
the noisy input image. Based on this, for a general problem by classifying medical images to classes in Y , given an
arbitrary base classifier f , it can be converted to a “smoothed” classifier g by adding isotropic noise (e.g., Gaussian
noise) to the input x: g(x) = argmaxc∈Y P (f(x+ ϵ) = c). The smooth classifier then makes the correct prediction
P (f(x+ ϵ+ δ) = cA) ≥ maxc ̸=cAP (f(x+ ϵ+ δ) = c) where cA means the correct class of the medical image and
δ means the noise of medical image. Thus, our mission is to find a suitable noise ϵ for the classifier.

Second, there is privacy and security problem for themedical image collection. Inmany recentmachine learning
work with medical images, there is only a small training dataset since they can’t have enough patients’ medical
imageswhich involve in the privacy of patients. However, the training dataset size affects the results significantly and
too small training dataset can’t guarantee the accuracy. If each hospital or agent would like to share their patients’
record, it would make the training dataset size larger. However, not each hospital can obtain the authorization from
patient to release the image directly. Thus, we propose a platform that provide a privacy-preserving DNN model
(e.g., training with encrypted medical images) to predict while not releasing the images directly. Besides this, for the
high-risk applications (e.g., disease diagnosis), the machine learning model shouldn’t be vulnerable to attack since
the prediction results are not supposed to be changed by the attackers.

This proposal can be potentially submitted to National Institute of Justice (NIJ) and National Institutes of Health
(NIH).

(3) Security and Privacy for Intelligent Transportation Systems (ITS). An intelligent transportation sys-
tem (ITS) is an advanced application aiming to provide innovative services, which makes the different modes of
transport and traffic management together. Users can be then better informed and make more efficient use of trans-
port networks. However, many sensitive information (e.g., sensitive location) may be collected, which raises the
privacy and security problem. To date, I have proposed a novel local differential privacy mechanism to protect the
users’ privacy in the location-based services (CCS’22). Moreover, I also proposed the differentially private saniti-
zation technique to sanitize vehicle trajectories (fine-grained and highly-dimensional) by designing novel sampling
mechanisms and utility-driving interpolation algorithms. It protects users/vehicles’ privacy while ensuring high
utility for the sanitized trajectories (TDSC’21). With these research experience, for the security and privacy of ITS,
I will develop a series of novel privacy preserving transportation data collection and analysis techniques with prov-
able privacy guarantees. First, the novel cryptographic protocols with the secure multiparty computation (MPC)
techniques will be developed to authenticate and identify the parties involved in communication and data transfer
between components of ITS. Second, the novel perturbation schemes with the differential privacy techniques will
be designed to privately collect the transportation data and extract the driving patterns of users. This proposal may
be submitted to National National Science Foundation (NSF) SaTC or IIS.

2.2 Research Plan
Undergraduate Research. In the security group at Illinois Tech, there are many undergraduate students joining
different projects. We had the group meeting to discuss the idea, which help me explore more interesting research
topics. Thus, I also plan to involve undergraduate students with diverse backgrounds in the research. I will attract
and host undergraduates through university and college programs, such as the Undergraduate Research Initiative.
The outcomes of training undergraduate researchers will be research papers, posters, and presentations at confer-
ences.
Future Collaboration. In the future, I plan to first focus on above research area. Besides, I will explore more
research opportunities with both internal and external colleagues and mitigate new security and privacy risks in dif-
ferent domains. Specifically, I plan to collaborate with experts on computer vision, systems, cyber-physical systems,
and intelligent transportation system since I already have some experience with these domains.

3


	Recent Research Overview
	Differential Privacy
	Machine Learning (ML) privacy and security
	Secure Computation and Applied Cryptography

	Future Research Plan
	Future Research Projects
	Research Plan


